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Abstract

With the use of innovative technologies, organizations in various industries have had more ac-

cess than before to monitor their operational processes, especially manufacturing businesses.

However, these technologies rely heavily on the quality of data from their products. Product data

form an important basis for many applications within a business. If there are errors in these data,

the identification of products and the correcting of misclassifications are time-consuming and can

lead to compliance risks and costs. This thesis investigates how machine learning can be ap-

plied to support quality control of attributes that product data consist of. It will examine whether

machine learning can learn the correct attribute patterns within product families in a hierarchical

classification system called ECLASS. Based on previous research, five models were selected for

comparison:Logistic Regression as a baseline model, Random Forest, CatBoost, LightGBM, and

the pre-trained model TabPFN. The data were collected, preprocessed and featured engineered

to improve the models performance. Each model was optimized through hyperparameter tuning

and evaluated primarily using Macro F1-score, complemented by Accuracy and Balanced Accu-

racy. The study is based on real-world industrial product data with typical data quality challenges,

including missing values, inconsistent attributes, and class imbalance.

All models showed improvements in product classification compared to the baseline model (Lo-

gistic Regression). The CatBoost model outperformed the other traditional models with a macro

F1-score of 61%, while the new innovative method of TabPFN resulted in a macro F1-score of

64%. The results show that ML has the potential to automate a process that is complex and time-

consuming. The final models can be used as a practical decision-support tool for establishing

quality data on product attributes and can be further developed with more data.
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Sammanfattning

Användningen av innovativa metoder har gjort att flera organisationer haft möjlighet att

överse deras operativa processer, speciellt inom tillverkningsindustrin. Många av des-

sa tekniker ställer höga krav på datakvalitet, särskilt avseende produktdata och dess

innehåll. Produktdata är en viktig grund för många applikationer inom en organisa-

tion. Om produkten klassificeras utifrån felaktig eller bristfällig produktdata kan det

leda till risker som medför onödig tidsåtgång och ökade kostnader. Denna uppsats un-

dersöker hur maskininlärning kan användas för att stötta kontrollen av de attribut som

utgör produktdata. Mer specifikt, undersöka om maskininlärning kan lära sig korrekta

attributmönster från produktfamiljer i det hierarkiska klassificeringssystemet ECLASS.

Baserat på tidigare studier valdes fem maskininlärningsmodeller; basmodellen Logistic

Regression, Random Forest, CatBoost, LightGBM, och pre-trainedmodellen TabPFN.

Datan hämtades och behandlades för att förbättra modellernas prestanda. Varje modell

optimerades utifrån sina respektive hyperparametrar och utvärderades huvudsakligen

med avseende på Macro F1-score”, tillsammans med Äccuracyöch Balanced Accura-

cy”. Arbetet baseras på verklig industriell data med typiska datakvalitetsutmaningar,

inklusive saknade värden, inkonsekventa attribut och obalans mellan klasser.

Alla modeller visade förbättring vid klassificering av produkter i jämförelse med bas-

modellen. Modellen CatBoost presterade bättre än de mer traditionella modellerna med

ett macro F1-score på 61%. TabPFN presterade på en liknande nivå, med ett macro

F1-score på 64%. Resultaten visar att maskininlärning har potential för att automatisera

en komplex och tidskrävande process. De slutgiltiga modellerna kan användas som ett

praktiskt beslutsstöd för att etablera en framtida datakvalité gällande produktattributen

inom ECLASS-familjer.
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1 Introduction

1 Introduction

This thesis was carried out at Uppsala University in collaboration with Frontit AB and

Epiroc AB. Epiroc is a Swedish manufacturer of mining and infrastructure equipment.

Frontit is a consulting company that specializes in project management and provides

support and guidance to organizations in a variety of industries.

1.1 Background

Innovative technologies have become more accessible, making it easier for organiza-

tions to effectively monitor their operational processes. These technologies depend

heavily on the quality of the data being used. Product master data represents unique

product-related information and is important for proper data usage. Data quality is es-

sential in activities such as logistics, supply chain management, sales, maintenance, and

service [1].

Product data is an important basis for many business processes in a variety of organi-

zations where the quality of data is one of the main reasons for ineffective data-driven

innovation. Product data usually consists of a great variety of descriptive and process-

controlling attributes. Since many of these attributes depend on the type of product, it is

essential to understand and know the correct product’s affiliation to a product category

or family at the start of the product classification process [2].

If there are errors in product data, the result is that identification and correction of them

is time-consuming. This is especially the case for large data sets that contain a large

number of products. The quality of the data is evident in the performance of several

processes that affect core business, as well as minimizing the occurrence of errors. If

not taken care of, it can negatively affect companies in case of unnecessary costs [1].

Due to the aspiration of high quality data, many industries seek some form of automation

in order to control any issues that come from the large amount of product data that many

businesses and industries possess. This automation can either be sought after or that

organizations are not aware of their specific need or how to implement a solution. The

advances of machine learning (ML) solutions as well as their popularity have created

a great demand over the years. ML has advanced to a powerful way to expand the

potential for automation, enabling both systems and organizations to handle complex

tasks to find hidden patterns in large amounts of data. This can lead to a fast way to

construct business-support in decisions that traditionally required more manual work of

human expertise [3].
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1 Introduction

Epiroc uses ECLASS, a global classification standard, to organize articles into hierarchi-

cal families (e.g hydraulic cylinders under the hierarchical tree hydraulics, with further

subtypes). ECLASS is a cross-industry data classification standard that enables the ex-

change of product master data digitally across sectors and organizations. It works as a

form of taxonomy – organizing and labeling data so different systems can understand

each other. Each product is placed into a predefined class and each class has standard

properties or attributes e.g. material, weight etc. ECLASS uses identifiers so systems

can understand product data automatically [4].

1.2 Problem Description

Due to the increasing use of digitalized processes and data-driven decision-making

within industrial organizations, it is important to ensure high quality product data. This

type of data plays an important role in core business functions like logistics, supply

chain management and sales. However, when working with hundreds of thousands, per-

haps millions of articles, manual quality control of product data is both time-consuming

and difficult to scale.

Today, defining data-quality rules for article attributes (such as weight, dimensions, etc.)

is largely manual and time-consuming. This is especially the case for the department

responsible for distributing and reselling spare parts. There is no clear visualization

of the various attributes of the part, even though the data is digital. Several types of

data-quality problems may occur:

• Articles can be assigned to the wrong product family. For example, a hydraulic

cylinder could be misassigned to a ”Pneumatic Component” product family rather

than ”Hydraulic Cylinder”, as these categories share overlapping properties. Even

within hydraulic cylinders, misassignment can occur. An example could be that

telescopic cylinders is grouped with standard cylinders.

• Attribute values can be inconsistent or unrealistic compared to similar prod-

ucts. For example, hydraulic cylinders of similar size and specification would

typically fall within an expected weight range. An article with a weight of 2 kg

or 500 kg, when comparable cylinders weigh approximately 50 kg, suggests an

inconsistent or unrealistic attribute value.

• Recent articles may lack clear quality thresholds for acceptable attribute val-

ues. For example, a telescopic cylinder has no defined threshold for overall length,

even though its design in extended and retracted lengths are critical dimensional

attributes.

2



1 Introduction

In hierarchical classification systems such as ECLASS, correct product classification

is fundamental for product data quality, as the required attributes and valid attribute

values are determined by the product’s class. Products assigned to incorrect classes may

therefore contain missing, inconsistent, or invalid attribute information which leads to

poor data quality.

1.3 Explanation of Key Concepts

In this section, key concepts of this project is explained more thoroughly:

• Article: In this thesis, when referencing to an article, it equals as a product and/or

item. For this case, throughout the thesis, an article references a type of hydraulic

cylinder.

• Attribute: In this thesis, an attribute is a column that describes a feature of an

item. For example, weight, height, and article number are all attributes that can

be used to describe an article.

• Scenario: For this thesis, when addressing scenario, means the two test cases that

were analyzed. One scenario being the full original dataset versus an undersam-

pled dataset to get the comparison of a more balanced class distribution.

1.4 Purpose

The purpose of this thesis is to investigate how ML can support product data quality

in industrial product master data. In particular, the study focuses on how data-driven

methods can be used to improve product classification within hierarchical classifica-

tion systems such as ECLASS. By improving classification accuracy and consistency,

the thesis aims to support more reliable attribute assignment and reduce the need for

manually defined data-quality rules.

1.5 Literature Review

There have been numerous studies that examine ML algorithms for classification of

product data in hierarchical systems, many of which have been in the context of the

e-commerce industry. From the literature review, some relevant research articles were

found.

3



1 Introduction

Cotacallapa et. al. introduced a solution for hierarchical product classification based on

a ML model that integrates flat and local classification approaches. The research used

a 4-level electronic product dataset from an e-commerce platform in Latin America.

A comparative analysis of seven machine learning algorithms was done. The results

showed that using the hybrid approach of integrating flat and local classification ap-

proaches performed better in comparison to other models that used purely flat and local

in terms of F1-score. The study highlights the methods for improving hierarchical clas-

sification performance in complex product structures [5].

Oancea et. al. investigated how supervised ML can be used to automatically classify

products based by their textual names. The methodology was to combine text em-

bedding techniques and supervised classifiers like Logistic Regression, SVM, Random

Forest, XGBoost etc. The dataset consisted of around 3000 labeled products across 15

standard classes that had strong class imbalance. The study evaluated the models using

accuracy, macro F1-score, weighted F1-score and multi-class AUC. Their key findings

showed that the best-performing combinations of text embedding techniques were Lo-

gistic Regression, SVM (RBF kernel) and Random Forest. These models achieved an

accuracy around 99 percent and a weighted F1-score up to 0.96. This article showed

that automatic product classification using supervised ML can be highly accurate for

standardized classification systems. As well as showing that using simple models with

good representation can perform well. The author provides a clear research gap for

interval detection for attributes and quality rule learning per product family [6].

Kumar et. al. research objective was to compare various machine learning models for

anomalous product detection and classification. Authors implemented both a qualitative

and quantitative methodology. The dataset that was used was real data from a manu-

facturing company, where the dataset was split into 80/20 ratio to train and test each

ML model. The training set was compiled of 1763 rows and 1559 columns. The test

set contains 756 rows and 1558 columns. A random state of 42 was used for the model

design to get the same results in subsequent simulations of the models. The models that

were used was Logistic Regression, Decision Tree, and Random Forest. The study’s key

findings were from the precision and recall analysis, where Decision Tree and Random

Forest give the same performance in classification. But because Random Forest uses

multiple decision trees to classify the product, the authors drew the conclusion that the

Decision Tree is better than the Random Forest due to the large computation. While

comparing with Logistic Regression, the conclusion was that the Decision Tree model

is better than Logistic Regression. The author’s discussed the situation when precision

and recall are given an equal value in model selection. In that case, the F1-scores plays

an important role. Qualitative evaluation were used in AROC, where different threshold

values were used to measure the performance of the classifier in distinguishing classes

in the form of a covered area. An ROC curve was also used to compare the models.

4



1 Introduction

Due to the large computation from Random Forest and the visualization of the ROC

and AROC of the Logistic Regression model, the conclusion was that Decision Tree

performs better. This study shows the relevance for ML in industrial applications for

product classification and shows the similarity as well as the gap for this thesis in clas-

sification of correct vs incorrect product family assignments. In addition to detecting

abnormal attribute values, where this article studied correct vs anomalous products [7].

1.5.1 Research Gap

Previous research shows that ML can be used to achieve high accuracy in automatic

product classification within hierarchical classification systems, and demonstrated the

potential of ML for anomaly detection in industrial datasets. However, no studies have

specifically examined the application of ECLASS as a framework for product classifi-

cation, nor the use of attribute-based similarities. This represents a gap between general

product classification and the practical use of standardized industrial classification sys-

tems, like ECLASS. Specifically, this study aims to fill the research gap on whether

ML can identify attribute-based similarities and detect inconsistencies within product

families and support data quality control, particularly within an existing hierarchical

classification system such as ECLASS.

1.6 Aim

The aim of this thesis is to evaluate whether ML models can learn attribute patterns

within selected ECLASS product families and use these patterns to predict the cor-

rect product classes. More specifically, the study compares different ML approaches

to assess their ability to classify products based on available attribute information. The

overall aim is to investigate whether a classification-based ML approach can enable an

automated product data quality control process at Epiroc.

1.7 Research Questions

The following research questions are formulated to answer the purpose and aim of this

study:

• Can machine learning models learn attribute-based similarities between articles

within existing hierarchical classification systems such as ECLASS?
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• Which of the selected machine learning models performs best in correctly classi-

fying articles into their respective product families?

• How can the best performing machine learning model support and improve the

process of classifying new articles into the correct product families?

1.8 Scope and Delimitations

This thesis investigates how ML can support article classification within the selected

ECLASS family of hydraulic cylinders. The classification task is therefore restricted to

predicting ECLASS classes within the selected family, rather than addressing the full

ECLASS hierarchy. Only attributes available in the provided dataset are used as input

to the models.

The comparison is limited to five selected ML models. These models are chosen to

represent both conventional ML approaches and a modern pre-trained model for tabular

data. The aim is not to test all possible algorithms, but to compare a selected set of

models representing different categories of ML approaches under the same preprocess-

ing and evaluation conditions.

Finally, the study is limited by the quality and availability of the data provided. Missing

values and class imbalance are handled during preprocessing, but no manual relabeling

or expert validation of individual article classifications is performed within the scope of

the thesis.

6



2 Theory

2 Theory

This chapter will give context to the principles applied in this master thesis. A descrip-

tion of theory from ML models, methods and other relevant subjects is presented to

understand the contents.

2.1 ECLASS

ECLASS is a four-level classification standard. It is used for classification as well as

product description. The purpose of ECLASS is to offer a formalized catalog of prod-

ucts according to their technical data [4]. In Figure 1, the hierarchical structure of

Hydraulic cylinders and their sub-families is illustrated.

Figure 1 Structure of ECLASS hierarchy of Hydraulic cylinders

Articles are highly dependent on the quality of properties of the technical data. Indi-

vidual properties of an ECLASS article depends on the product specifications and the

processes in which the properties are used. Therefore, ECLASS properties is optional

from the organization point of view. The decision to which properties to use depends on

the organizations own requirements as well as needs from customers and suppliers [8].

An example of properties of technical data that describes an article is shown in Table 1.

7



2 Theory

Technical Data

Bore Diameter

Rod Diameter

Stroke Length

Overall Length

Single / Double Acting

Maximum Working Pressure

Mass Calculated

Table 1 Example of properties of the technical data found from ECLASS of hydraulics

cylinders

2.2 Machine Learning for Classification

ML is a well-established and frequently used method in a variety of industries and

academia. Some examples of usage are robotic process automation (RPA), sales op-

timization, digital marketing, industrial predictive maintenance, fraud prevention, etc.

Due to its variety, there are different types of ML methods [9].

2.2.1 Supervised Machine Learning

Supervised ML algorithms are trained on datasets, such as training data. This con-

tains examples of how input variables relates to output variables. The goal is to learn a

mathematical model or method from the input data in order to predict the corresponding

output for a new, previously unseen, set of test data. Supervised ML is usually divided

into regression or classification [10].

2.2.2 Features, Target Variables, & Prediction

Features, target variables, and prediction are terms that are highly used within ML [11].

• Feature: Is an input variable (x) used by the model to learn patterns. It can

consist of numerical (length, width etc.) or categorical (labels, family etc.). They

represent description of attributes from each observation [10].

• Target Variable: Is the outcome of the model predictions (y), usually represented

as a target function [12].
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• Prediction: Ties the feature and target into an ML task. The goal is that the

model learns a function of f(X) → y. Overall, prediction consists of learning

a mapping from input features to target variable, enabling a model to generalize

and predict on unseen data [10].

2.2.3 Data Splitting

In designing ML models, the algorithms are functioned by making data-driven predic-

tions or decisions through a mathematical model based on input data. The input data

is usually divided into multiple datasets, commonly three sets that consists of training,

validation, and testing data [11].

• Training Data: The training data is what the model is fitted on. These observa-

tions are used to train the model on how to estimate target function f . The goal is

to find a function f such that Y ≈ f̂(X) for any observation (X, Y ). The model

is run on the training data and its result is compared with the target [13].

• Validation Data: A validation dataset provides an unbiased estimate and is not

used to train the model. Instead, it is used to tune the model parameters and

evaluate its performance [10].

• Test Data: Model performance is evaluated using unseen test observations, where

the objective is to determine whether the predicted value f̂(x0) is approximately

equal to the true response y0 [13].

2.3 Data Preprocessing

When developing ML models there is a process of data preprocessing. Data preprocess-

ing is an important step to transform unstructured and noisy data into a clean format for

ML model training. It involves cleaning, transforming, encoding, and splitting data in

order to improve model accuracy and have a reliable ML pipeline [14].

2.3.1 Missing Values

When working with ML, the problem of missing values is often encountered. Missing

values can occur for various reasons during the data collection phase, and understanding

their underlying causes is important for selecting an appropriate method for handling

them. This makes it efficient to assess the missing values impact in the case of bias or
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influence on the analysis. When talking about missing values, there are usually three

different types [15]:

• MCAR (Missing Completely at Random): The probablility of missingness is

completely independent of both observed and unobserved data. Missingness oc-

curs by chance and is not affected by any underlying values. An example of this

would be if a cylinders net weight attribute is missing due to an oversight during

data entry.

• MAR (Missing at Random) The probability of missingness depends only on the

observed data and not on the missing values themselves. Meaning the missingness

is explainable. Example of this is that if the net weight of a cylinder is missing

more frequently for products that are an older ECLASS classification, where there

are fewer data entry fields.

• MNAR (Missing Not at Random): The probability of missingness depends on

the missing data itself. Meaning the missingness is systematic and related to the

values that are missing. E.g if a cylinder net weight is deliberately missing from

suppliers in order to avoid additional freight cost.

Depending on the pattern from the distribution of a given dataset, preprocessing tech-

niques is influenced by the missing data pattern - including whether it is missing com-

pletely at random (MCAR), missing at random (MAR), or missing not at random (MNAR).

This can contribute to the labeling of data and its attributes in the training capacity of

the model as well as acknowledging different data handling methods, such as imputation

[11].

2.3.2 Feature Encoding & Normalisation

ML models require numerical input values and are sensitive to scale and representa-

tion of features. Because of this, categorical variables must be encoded and numerical

variables may require scaling (normalisation). In order to train a ML algorithm, one

needs to transform the data specific to the algorithm and the problem. Features can be

separated to extract the most useful components to combine multiple occurrences into a

single feature [16].

Common methods for encoding categorical variables include Label Encoding and One-

Hot Encoding. These methods transform categorical variables into numerical represen-

tations so that they can be used as input to machine learning models. Label encoding

assigns each category an integer value, while one-hot encoding represents each category
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as a separate binary variable. Numerical variables may also require scaling, especially

when the model is sensitive to the range of features. Common scaling methods include

normalization and standardization. Normalization often refers to rescaling variables to

a fixed range, commonly the unit interval [0, 1], while standardization rescales variables

based on their mean and standard deviation. Scaling can be important for distance-based

and gradient-based models, since variables with larger numerical ranges may otherwise

dominate the learning process. Tree-based models are generally less sensitive to fea-

ture scaling [13]. However, scaling may also reduce the interpretability of the original

variable values and can be affected by outliers, depending on the method used [11].

2.3.3 Outlier Detection

In a dataset, outliers are observations that deviate significantly from the rest of the data.

They may occur for several reasons, including measurement errors, data entry errors,

or processing errors. The cause could also be that it is a genuine extreme value. Be-

cause of this, outliers must be handled carefully, as inappropriate treatment may lead to

inaccurate or biased conclusions and may distort the analysis. The choice of handling

method should therefore depend on the characteristics of the dataset and, if possible, on

the underlying reason why the outliers occur [17].

Outliers can be identified in different ways depending on how many variables are con-

sidered. Univariate outliers are unusual observations within a single variable, whereas

bivariate outliers arise when the relationship between two variables appears unusual,

even if the individual values are not extreme on their own. In other words, an observa-

tion may seem normal when each variable is viewed separately, but still appear anoma-

lous when the two variables are considered together. For univariate outlier detection, a

common statistical approach is the interquartile range (IQR) method. For bivariate out-

lier detection, visual inspection of the relationship between two variables, for example

through scatter plots, is often used as an initial step [17].

2.3.4 Interquartile Range (IQR)

The interquartile range (IQR) is a statistical measure of dispersion that describes the

spread of the middle 50% of the data. It is calculated as the difference between the third

quartile (Q3) and the first quartile (Q1), as shown in Equation 1.

IQR = Q3−Q1 (1)
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A common rule for identifying potential outliers is to use the lower and upper bounds

shown in Equations 2 and 3. Observations below the lower bound or above the upper

bound are considered potential outliers.

Q1− 1.5 · IQR (2)

Q3 + 1.5 · IQR (3)

This method is widely used for univariate outlier detection because it is simple and

robust to extreme values. Observations outside these bounds are considered potential

outliers [18].

2.4 Baseline Model

A baseline model is a simple reference model used as benchmark for evaluating more

advanced computational models. It represent a lower expected level of performance,

making it possible to assess whether a more complex model leads to meaningful im-

provements. One common baseline model is Logistic Regression.

2.4.1 Logistic Regression

Logistic regression is a probabilistic linear model used for classification tasks. Its per-

formance depends on how well the classes can be separated through linear decision

boundaries in the feature space. In cases with more than two classes, it is referred to

as multinomial logistic regression. The model estimates the probability that an obser-

vation belongs to each possible class based on its input features. To do this, it learns

a separate linear function η = β0 + βTx for each class, where each feature in a fea-

ture vector x ∈ R
p is assigned a weight that reflects its influence on the classification

outcome. These weights are learned from the training data during model fitting. For a

given observation, the model calculates a score for each class using the corresponding

linear function [10].

zk = βk0 + βT
k x (4)

These scores are then transformed into probability values that lie within [0, 1] using the

softmax function, which ensures that the probabilities across all classes sum to 1. The
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observation is finally assigned to the class with the highest predicted probability [10].

P (y = k | x) =
ezk

∑K

j=1
ezj

(5)

2.5 Tree-based Methods

Tree-based methods are supervised learning models used for both regression and clas-

sification problems. It involves recursively partitioning the predictor space into distinct

regions based on decision rules, resulting in a hierarchical tree-like structure. An exam-

ple of this is shown in Figure 2 [19]. This recursive partitioning makes the model easy to

interpret [13]. Each internal node represents a decision based on a feature, where each

branch corresponds to the outcome of that decision. Each leaf node provides the final

prediction, while the model recursively selects the most optimal feature to effectively

split the data [20].

Figure 2 Example of a Classification tree.

In a classification tree, the predictor space is divided into a set of regions. Where

x1, x2, . . . , xp denote the predictor variables, where each xi represents a feature value

that contributes to the definition of a region within the tree. The algorithm then divides

the predictor space, recursively, into J regions. Denoted as R1, R2 . . . , RJ , where each

region is assigned a class label based on the majority class of the observations within

that region [20].
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2.5.1 Random Forest

One way of building models is to combine multiple instances of a basic model. This is

referred as ensemble of base models, where the resulting methods is named as ensemble

methods. The key idea of these methods is that by training each base model in a slightly

different way, then all can be provided to learning the input and output relationship. In

order to obtain a prediction from an ensemble method, each base model makes its own

prediction and then uses a possible weighted average or a majority to obtain the final

prediction. This can lead to a better prediction in comparison with the predictions from

the individual base models [10].

In order to explain Random Forest, one must refer to bootstrap aggregating, or bagging.

The bagging idea is to start creating multiple, slightly different, versions of the training

data by randomly sampling overlapping subsets of the training data. Afterwards, one

base model is trained from each version of the training data. An extension to bagging

can be made, only applicable when the base model is a classification or regression tree,

which results in the method of Random Forest. Each tree is randomly modified to fur-

ther reduce variance, beyond what the bagging process already achieved [10]. Bagged

trees may become highly correlated because of their tendencies to select similar splits

by using the same criterion. Random Forest address this limitation by introducing ran-

domness in the tree-building process, which reduces the correlation [21].

Through the training of a Random Forest-model, when splitting a node, all possible

input variables x1, . . . , xn are not considered as splitting variables. Instead, each split

is made using a random subset of variables containing q ≤ p variables. This is done

at each splitting point, where there will be different subset of possible variables at each

node. These random subsets of variables are done independently for the various tree in

the RF-model [10].

2.5.2 Gradient Boosting

Gradient boosting is a learning method where multiple decision trees are built sequen-

tially, with each new tree aiming to reduce the errors made by the previous ensemble

[22, 23]. In contrast to bagging-based approaches such as random forests, where trees

are trained independently and combined in parallel, gradient boosting builds trees stage-

wise. At each iteration, a new tree is fitted to improve the current model by minimizing a

specified loss function [22]. In classification problems, this often corresponds to reduc-

ing the classification error through optimization of a differentiable loss, such as logistic

loss. Gradient boosting is widely used for tabular data because it is able to capture

complex and non-linear relationships between features.
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A major strength of gradient boosting is that it combines many relatively weak learners

into a strong predictive model. However, its performance depends strongly on hyperpa-

rameter settings such as the number of trees, tree depth, and learning rate. If the model

is allowed to grow too complex, there is also a risk of overfitting.

CatBoost

CatBoost is a gradient boosting algorithm that handles datasets containing categorical

features efficiently. Unlike many other ML methods, CatBoost can process categorical

variables directly and transform them internally, which reduces the need for preprocess-

ing, such as one-hot encoding. This makes the method especially suitable for tabular

datasets containing a mixture of numerical and categorical variables [24].

In addition, CatBoost typically uses symmetric, also called oblivious, trees. This means

that the same splitting rule is applied across all nodes at a given depth, resulting in a

balanced and regular tree structure [24]. Despite these advantages, its performance may

still depend on appropriate hyperparameter tuning, and training can become computa-

tionally expensive for large datasets.

LightGBM

LightGBM is a gradient boosting framework based on decision tree learning, designed

for efficiency and scalability, making it suitable for large datasets and high-dimensional

tabular data. A key characteristic of LightGBM is its use of histogram-based learning,

where continuous feature values are grouped into discrete bins before split finding. This

reduces computational cost and memory usage [23].

Another important characteristic of LightGBM is its leaf-wise tree growth strategy. In

contrast to symmetric or level-wise tree growth, LightGBM selects the leaf that provides

the largest reduction in loss and splits that leaf next. This can improve training efficiency

and predictive accuracy, but it may also increase the risk of overfitting if tree complexity

is not controlled [23].

2.6 TabPFN

Neural models can automatically learn from data as task-specific features and there-

fore skip the task of feature engineering. Deep neural networks have been successful

in recent years, however one critical challenge is the data consumption. Deep neural

networks usually have a large number of parameters and are hence easy to overfit and

comes then with poor generalization without sufficient training data. This issue has been

researched with the use of pre-training. Pre-training involves transfer learning, where
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it aims to capture important knowledge from multiple source task to then apply knowl-

edge to a target, since these types have different data domains. More simply, these

pre-trained models are trained on massive publicly available datasets (e.g Wikipedia,

GitHub Repositories) for a general task and are then repurposed or fine-tuned for spe-

cific application. Examples of these kind of models are GPT, and BERT [25].

The previous models mentioned in Section 2 are all typically traditional ML models

and usually require manual feature engineering. Another characteristic for these types

of models is that they work relatively well on structured and tabular data, for exam-

ple spreadsheets organized in rows and columns. When you compare these models to

deep learning (Neural networks) there are differences. Neural networks learn features

automatically from raw data and works well on unstructured data. That is the main dif-

ferences of the tree-based methods and neural networks, where neural networks have a

lower effect on tabular data. Recently, a pre-trained model, Tabular Prior-data Fitted

Network (TabPFN), have been outperforming the previous methods on tabular data [26].

2.7 Model Evaluation

Model evaluation is necessary to assess how well a classification model performs on

a given task. In classification problems, the choice of evaluation metrics is impor-

tant because different metrics capture different aspects of model performance. This

is particularly relevant in multiclass classification and in datasets with class imbalance,

where a single summary measure may not provide enough information about the results.

Therefore, complementary evaluation methods such as confusion matrices, accuracy,

balanced accuracy, and macro F1-score are often relevant for imbalanced multiclass

problems.

2.7.1 Confusion Matrix

A confusion matrix is a tabular representation of a classification model’s predictions

compared to the true class labels. It shows how many observations belonging to each

actual class are predicted as each possible class. In this way, the confusion matrix

provides an overall view of model performance. It is particularly useful for identifying

systematic misclassifications and for showing which classes are frequently confused

with one another. An example of this is shown in Figure 3 [27]. The y-axis represents

the true label and the x-axis represents the predicted label. Two classes are predicted

correctly for all samples, while one class is partly confused with another class, with 0.62

correctly classified and 0.38 misclassified.
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Figure 3 Example of a Normalized Confusion Matrix.

2.7.2 Accuracy

Accuracy is one of the most common evaluation metrics in classification. It is defined

as the proportion of correctly classified observations out of the total number of observa-

tions [28]:

Accuracy =
Number of correct predictions

Total number of predictions
(6)

Accuracy is easy to interpret and provides a general overview of model performance.

However, it can be misleading when the class distribution is imbalanced. In such cases,

a model may achieve high accuracy by correctly predicting the majority class, while

performing poorly on minority classes. Therefore, additional metrics are needed to

evaluate the model performance more reliably.

2.7.3 Balanced Accuracy

Balanced accuracy is an evaluation metric that accounts for class imbalance by calcu-

lating the average recall across all classes [29]. Unlike standard accuracy, balanced

accuracy gives each class equal importance, regardless of how many observations the

class contains. For a multiclass classification problem with K classes, balanced accu-

racy can be expressed as in Equation 7.
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Balanced Accuracy =
1

K

K∑

k=1

TPk

TPk + FNk

(7)

where TPk represents the true positives for class k, and FNk represents the false neg-

atives for class k. This makes balanced accuracy useful when evaluating models on

imbalanced datasets, since it reflects how well the model performs across all classes

rather than being dominated by the majority class.

2.7.4 Macro F1-Score

The F1-score combines precision and recall into a single metric. Precision measures

how many of the observations predicted as a certain class actually belong to that class,

while recall measures how many of the observations belonging to a class are correctly

identified. The F1-score is calculated as the harmonic mean of precision and recall [30],

as expressed in Equation 8.

F1-score = 2 ·
Precision · Recall

Precision + Recall
(8)

In multiclass classification, the F1-score can be calculated separately for each class.

The macro F1-score is then obtained by taking the unweighted average of the F1-scores

across all classes [30], as expressed in Equation 9.

Macro F1 =
1

K

K∑

k=1

F1k (9)

where K is the number of classes and F1k is the F1-score for class k. Since macro

F1 gives equal weight to each class, it is especially relevant for imbalanced multiclass

problems.
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3 Method

This section defines the methodology that has been used to address the research ques-

tions in this thesis. It discusses the research design, data understanding, preprocessing,

feature selection, and model selection and training.

3.1 Research Design

Given the focus of this thesis being analyzing data for a quantitative goal, the research

design was quantitative and the research process was an iterative process in order to

achieve the best possible outcome. Figure 4 shows the overall project pipeline.

Figure 4 Visualization of the project pipeline.

This pipeline was followed to ensure a structured and scientific approach. The research

design process began with data collection, where relevant datasets were provided from

affected parties. This was followed by data preparation, including merging data from

multiple sources - an iterative process throughout the preprocessing step. This involved

cleaning the data, handling noise, and performing imputation to address missing val-

ues and outliers, and then feature selection. Insights from the literature review and

exploratory data analysis led to the selection of models. Subsequently, these models

were trained, validated, and tested - giving justification for the final conclusions and

recommendation [31].

Python was used for the data analysis and ML model development. The work was

conducted in Visual Studio Code (VSC). Several libraries were involved in the model

design, such as Numpy, Scikit-learn, and Pandas. Libraries like Matplotlib and Seaborn

was used for visualizations.
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3.2 Data Collection & Exploration

The datasets was collected from subject experts at Epiroc and had to be extracted from

multiple internal systems. Initially, Epiroc exported a dataset that contained 20 columns,

including article number, description, dimensions, and other related attributes. A second

dataset was acquired containing some of the features of the previous dataset but some

newly added. The first dataset extracted contained 2,679 articles (rows), however a large

amount of the dataset contained rows with missing data.

The second dataset consisted of over 260,000 rows, much of which was considered noise

and outside the scope of this thesis. The first and second datasets were merged based on

the article number as the identifier. This resulted in the final dataset, containing 1,447

articles.

ECLASS-family (Hydraulic Cylinders) Number of articles

Differential 1424

Telescope 86

Plunger 49

Double Rod 26

Assembly 17

Clamping 14

Linear Axis 9

Table 2 Article distribution across ECLASS families/classes at the initial stage of the

data preprocessing phase.

As can be seen in Table 2, the total dataset of each ECLASS-family was highly imbal-

anced in the case of number of articles in each family. Further exploration of the data

conducted the analysis of missing values and outliers.

3.3 Data Preprocessing

Prior to model training, the dataset was preprocessed to ensure a consistent structure

and to make the attribute data suitable for machine learning. This included handling

missing values, assigning appropriate data types, and preparing numerical, categorical,

and boolean variables for the different modeling approaches. Since the dataset consisted

of real-world industrial master data, missing and inconsistent attribute information was

expected. The preprocessing steps were therefore important for improving model com-

patibility.
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3.3.1 Missing Values

The dataset was analyzed after missing values, which showed that the most correla-

tions lied among the dimension attributes. This suggested a pattern that aligns with

MNAR, possibly with MAR, where the missingness was related to the dimension vari-

ables themselves and data entry behavior - as can be illustrated in Figure 5. It shows

strong relationships among the numerical features, e.g the dimensions features, with

weaker correlations between the categorical. Based on analysis and Figure 5, the miss-

ing values in the dataset are considered MAR, as the likelihood of a value missing

appears to depend on other observed dimensional attributes. According to research, it is

almost impossible to categorize missing data into these three types since missing values

relate to non-missing variables. Then it is easier to complete all missing data as MAR

in some capacity, since MAR is between the three types of missing values. [15].

Figure 5 A heatmap from the missing values analysis.

3.3.2 Imputation with Median and Mode

When dealing with categorical data, missing values can be imputed using the most fre-

quently occurring value, called mode. It poses the risk of over-representation of one

category that can decrease the variance. However, it is a fast method and can be used for

cases where the number of missing values is correlated with randomness [32]. Based on

the preprocessing analysis of the dataset, this risk was considered relevant, as the miss-
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ingness in the categorical features appeared to be associated with random data entry

behavior.

For numerical data, there are a number of methods to impute missing values, as de-

scribed in Section 2. For this study and dataset, the choice was to impute the numerical

features using the median. Median imputation replaces missing values with the median

value of the corresponding feature in the dataset. This approach is also a fast and simple

method as well suited to datasets that are skewed in distribution. The disadvantage of

using median imputation is that it also poses a risk of distorting the dataset [33].

Missing values in the dataset were found in numerous features, in both categorical and

numerical features. Many of the features were important for further classifications of

product families as well as being real life articles, therefore a missing binary indicator

was introduced in order to keep parts of the dataset. The imputation of these features

was used due to the fact that the following algorithms do not allow missing values.

The selected imputation methods were median imputation on numerical features due

to its robustness to outliers, and mode imputation on categorical due to its percentage

of missing values being relatively small. The use of a binary indicator for missing and

median/mode imputation is appropriate for mixed-data since it avoids distorting the data

structure, as well as preserving the original information from the missing values.

3.3.3 Missing Indicators

Due to the imbalanced dataset and the missing data as well as the fact that many of

the chosen ML-models do not accept missing values, the choice of introducing binary

missing indicators to the models was made. Missingness is rarely random in these

types of real-world datasets, where a missing value often relates to data entry behavior.

Standard imputation like median and mode can fill the gaps but could erase patterns

of where these types of gaps occurred. By adding a binary indicator, the model could

learn that an attribute that was unavailable could be treated as a potential signal. This

felt motivated by the fact that the minority classes suffered substantially due to the

smaller sample sizes and inconsistent data quality. Therefore, the idea was to give

more information regarding these classes to the model, during training in transforming

columns [34].

However, there are limitations to these indicators. They increase the dimensionality

without providing the model with factual or real information, being that they could just

be interpreted as noise and increase the risk of overfitting [35]. Due to these risks,

a maximum missing-value threshold was defined for the model during training. Arti-

cles with up to 6 missing values were accepted. This was made to balance a trade-off

between data quality against the risk of losing too many articles from already small
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classes, making the threshold a quality-control mechanism that protects the model from

extremely incomplete samples.

3.4 Outlier Detection & Handling

The dataset used in this study contained article-specific attribute values, including sev-

eral numerical dimensional variables. Since many of these attributes are manually en-

tered, the occurrence of outliers caused by input errors, inconsistencies, or unusual ob-

servations were considered possible. Detecting such outliers was considered important,

as incorrect or implausible attribute values may distort feature distributions, reduce data

quality, and potentially affect model training and prediction reliability.

3.4.1 Outlier Detection

In this study, outliers were not primarily defined as extreme values in single attributes.

Instead, particular emphasis was placed on identifying observations with implausible

relationships between attributes. In other words, an attribute value was not considered

anomalous solely because it was large or small in isolation. Rather, an observation was

considered potentially anomalous when the combination of multiple attributes appeared

physically or technically inconsistent. For example, a hydraulic cylinder may have a

long stroke length and a very low weight, where each value may appear reasonable on

its own, but the combination may still be implausible. In such cases, one or both of the

involved attributes may indicate an outlying observation.

To detect these relation-based outliers, a set of rule-based divisions and formulas was

defined to capture expected relationships between different technical attributes. These

derived relations are presented in Table 3, and were constructed to identify observations

with implausible proportional patterns rather than only single value extreme values. In

addition to a set of base rules applied across the dataset, additional adjustments and

rules were introduced for specific ECLASS groups, since different types of cylinder

may have different technical characteristics and expected proportional relationships.

The resulting relational variables were analyzed separately for each ECLASS group

using the interquartile range (IQR) method. For each relation, the first and third quartiles

were calculated within each ECLASS group, and lower and upper bounds were then

defined based on the IQR. Outliers were identified using a multiplier of k = 3 in order

to capture only clearly extreme deviations in the tails of the distributions. A smaller

threshold, such as k = 1.5, was considered too restrictive, since some natural variation

may still exist even when the attributes are transformed into relations. For each derived
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Relation Short description

stroke / overall Ratio between stroke length and overall length.

weight / overall Net weight relative to overall length.

weight / bore Net weight relative to bore diameter.

(bore2) · overall Proxy for geometric size based on bore diameter

squared and overall length.

weight / ((bore2) · overall) Proxy for density, expressing weight relative to esti-

mated volume.

Table 3 Derived feature relations and their descriptions.

relation, an observation falling outside the calculated IQR bounds was flagged as an

outlier.

The outlier detection resulted in an outlier indicator for each observation and an outlier

count, that complied the number of triggered outlier rules. The results of the outlier

analysis were then summarized by reporting how many articles were flagged with at

least one outlier feature and whether outliers were concentrated in certain ECLASS

groups.

3.4.2 Outlier Handling

Detected outliers were not automatically removed from the dataset, nor were the orig-

inal class labels replaced. Instead, the outlier information was retained as an indicator

to highlight potentially unusual or less reliable observations. This approach was chosen

because a flagged observation does not necessarily represent an incorrect record; it may

also correspond to a rare but valid product configuration. Removing all such observa-

tions could therefore lead to loss of potentially relevant information. By preserving the

original observations and using the outlier flag as a warning indicator, the method al-

lows unusual articles to be identified without discarding data or overwriting the original

ECLASS classification.

This approach was also considered relevant from a modeling perspective. Implausible or

inconsistent records may influence model training by introducing misleading patterns,

particularly when the values appear reasonable in isolation but not in combination. Such

observations may contribute to poorer generalisation or make model outputs harder to

interpret. At the same time, the chosen method has limitations. The identified outliers

depend on the selected relations, thresholds, and class-specific rules, and not all flagged

observations are necessarily erroneous. The outlier detection results should therefore be

interpreted as a support mechanism for identifying potentially anomalous observations

rather than as definitive proof of incorrect data.
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ECLASS-family (Hydraulic Cylinders) Number of articles

Differential 1324

Telescope 71

Assembly 13

Double Rod 12

Plunger 10

Clamping 9

Linear Axis 8

Final Dataset 1447

Table 4 Number of articles per ECLASS family after outlier detection, including articles

with zero outlier indicators and max 6 missing values.

3.5 Handling Class Imbalance

The dataset was considered highly imbalanced, as one ECLASS group contained sub-

stantially more articles than the others, see Table 4. Training ML models on such data

would likely introduce bias toward the majority class, since the models would learn its

patterns more effectively and therefore tend to perform worse on the smaller classes.

To obtain a more reliable evaluation, the analysis did not rely solely on the original

dataset. Instead, two additional test cases were included. The first used class weighting

to encourage the models to place greater emphasis on the minority classes. The second

applied undersampling of the majority class. Although downsampling is rarely ideal,

it was still considered a relevant and informative test, as it made it possible to exam-

ine how the models identified patterns between ECLASS groups when all classes were

given similar conditions.

Additionally, a hierarchical classification strategy was considered, where the largest

class was first separated from the rest, followed by classification of the second-largest

class against the remaining classes. For this, a manual version of the SciKit classifier

OneVsRestClassifier was experimented with. Also known as one-vs-all, this strategy

fits one classifier per class. For each classifier, each class is fitted against all other

classes. One advantage of this approach is its interpretability: each class is represented

by a single classifier, making it possible to gain insights into the class by examining its

corresponding classifier. [36]. However, this method was excluded from the final result

as it ended up being not suitable for the company’s interest.
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3.6 Feature Selection

After preprocessing, features from the final dataset were selected. These features were

chosen based on domain knowledge, data availability and their potential to improve

performance. The final set were combined with features from two datasets and these

features were used for both scenarios - Original and Undersampled.

• Numerical features:

– Bore Diameter: The internal diameter of a cylinder.

– Rod Diameter: The thickness of the rod measured in the middle.

– Stroke Length: The distance between the contracted and uncontracted po-

sitions of the cylinder.

– Overall Length: The full length of the cylinder.

– Maximum Working Pressure: The maximum working pressure of a cylin-

der.

– Net Weight: The actual weight of a part, excluding packaging, etc.

– Gross Weight: The total accumulated weight of a part, including packaging

etc.

• Categorical features:

– Last Release Status: Describes the latest release or approval status of the

article, indicating whether the article is active, released, or in another lifecy-

cle state.

– Commercial Part Code: A specific Part Code that determines if a part is

in-house or not.

– Single/Double Acting: Fluid in a single-acting cylinder acts on one side

only. Whereas the fluid in a double-acting cylinder acts alternately on both

sides of the piston.

– Customs Statistical Number: Represents the customs or tariff classifica-

tion number.

• Boolean features:

– Sales Item: Indicates whether the article is classified as a sales item, mean-

ing that it can be offered or sold to customers.
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The selected features were of mixed data-types, including numerical and categorical.

Depending on the requirements of the ML model and algorithm, categorical were en-

coded into numerical representations, while numerical were scaled when required by

the model. Scaling was not relevant to models that were less affected by differences in

feature scale, such as tree-based methods.

3.7 Model Selection

The models that were selected for this thesis were Logistic Regression as a baseline

model to compare and evaluate other, more advanced, ML models. These were Ran-

dom Forest, LightGBM, and CatBoost. All of the models were chosen based on the

characteristic of the dataset as well as based on the previous data analysis and their per-

formance in classification tasks, mentioned in the literature review from Section 1. The

selected models provides a balanced comparison across different model families. The

data consists of tabular and structured features like bore diameter, net weight, maximum

working pressure, classification ID, etc.

Logistic Regression was selected due to its nature as a reasonable baseline model for

comparison. It is a simple model that looks for easy patterns in the data. Random

Forest was selected due to its ability to handle mixed features of both categorical and

numerical. It is a more advanced model that can find complex patterns and combina-

tions of attributes. LightGBM and CatBoost was selected due to their ability to handle

imbalanced and noisy data, as well as being boosting technique in iteratively correcting

errors.

An experimental pre-trained model (TabPFN) was also chosen due to interest and re-

search developed during the project. This model was mainly used as an additional

experiment in order to see the possibility of gaining new insights as well as being a new

and innovative method.

3.8 Model Training

The selected machine learning models were trained and evaluated using the same over-

all experimental setup to enable a fair comparison between the algorithms. The same

dataset in terms of input features, target variable, preprocessing steps, and evaluation

metrics were used across all models. The model performance was evaluated across five

stratified splits, and the results were summarized using the mean and standard deviation

of the selected evaluation metrics. Hyperparameter tuning was performed within the

training data of each split, as described in Section 3.9.
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3.8.1 Data Splitting

A 5-fold StratifiedKFold approach was used to create the train-test splits. This approach

was chosen to preserve the class distribution in each fold, which was important due to

the highly imbalanced distribution of articles in the ECLASS families in the dataset.

The same five stratified splits were used for all models to ensure that the performance

comparison was based on identical training and test data.

In each outer iteration, one fold was held out as the test set, while the remaining

four folds were used as training data, corresponding to an 80/20 train-test split. Hy-

perparameter tuning was performed only within the training data using a inner 3-fold

cross-validation, and the held-out test fold was not used during tuning. After the best-

performing hyperparameter combination had been selected, the model was retrained on

the four training folds and evaluated on the held-out test fold. This allowed each model

to be evaluated on five different test folds, resulting in a more robust estimate of model

performance than a single train-test split.

3.9 Hyperparameter Tuning

Within the four training folds of each outer split, hyperparameter tuning was performed

using 3-fold cross-validation. The inner cross-validation was used to select the best-

performing hyperparameter combination, without using the corresponding held-out test

fold. The selected combination and its corresponding cross-validation score were stored

for each outer split. These split-level tuning results were then compiled and grouped

by scenario. For each scenario, the mean and standard deviation of the best cross-

validation scores were calculated. In addition, the most frequently selected value for

each hyperparameter across the five outer splits was identified and used to summarize

the most representative hyperparameter settings for each model and scenario.

GridSearchCV was used for the baseline model, Logistic Regression, since it is a sim-

pler model with faster training times. For Random Forest, CatBoost, and LightGBM,

RandomizedSearchCV was used instead, as these models have larger search spaces and

are more computationally demanding. RandomizedSearchCV allowed a broader range

of hyperparameter values to be explored without evaluating every possible combination.

AutoML-based hyperparameter tuning was also considered, since such tools are com-

monly used in data science workflows. More specifically, Optuna was evaluated as a

possible approach. However, this method was considered too complex for the scope of

this thesis and was therefore not included in the final evaluation.
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For every model, some specific hyperparameters were chosen and will each be explained

in the following sections. The hyperparameter class weight was included in the pa-

rameter grid for all models where supported, with the values None and balanced.

This to evaluate whether class weighting improved performance on the imbalanced

dataset. The value None means that no class weighting was applied, while balanced

adjusts the class weights inversely proportional to the class frequencies in the training

data.

3.9.1 Hyperparameter Tuning - Logistic Regression

For the baseline model, Logistic Regression, the hyperparameters selected for tuning

were solver, penalty, and C. In addition, class weight was included as part of

the general class imbalance strategy described above in Section 3.9. The tested values

for the solver hyperparameter included lbfgs and liblinear, while the tested

penalty values included L1 and L2.

• solver: Specifies the optimization algorithm used to fit the model. The solvers

tested were liblinear and lbfgs. The liblinear solver is suitable for

smaller datasets, while lbfgs is commonly used for multinomial Logistic Re-

gression.

• penalty: Defines the type of regularization applied to the model. Both L1 and

L2 regularization were considered. L1, also known as Lasso regularization, is

used to reduce the coefficients in feature values. L2, or Ridge regularization, is

also used to reduce the values of the coefficients, however not exactly to zero as

in the case for Lasso regression.

• C: Controls the inverse strength of regularization, where smaller values result in

stronger regularization, while larger values result in weaker regularization.

Since the liblinear solver is compatible with both L1 and L2 penalties, while

lbfgs only supports the L2 penalty, the parameter grid was divided into two sepa-

rate cases. This ensured that all tested combinations were valid during hyperparameter

tuning.
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Parameter Value

solver lbfgs, liblinear

penalty l1, l2

C 0.01, 0.1, 1, 10, 100

class weight None, balanced

Table 5 Hyperparameters and corresponding values tested for Logistic Regression.

lbfgs was only tested with penalty l2

max iter defines the maximum number of iterations allowed for the solver to con-

verge. In this study, it was fixed at 1000 to reduce the risk of convergence issues and

was therefore not treated as a tuned hyperparameter.

3.9.2 Hyperparameter Tuning - Random Forest

When selecting the optimal parameters for Random Forest, a conditional parameter grid

was used in order to test hyperparameters with and without the use of bootstrap. The

specific hyperparameter that was investigated was max samples, when bootstrap was

enabled.

The hyperparameters were selected based on prior research as well as the characteristics

of the problem, such as the use of original versus undersampled data scenarios [37]. The

hyperparameters selected; bootstrap, max samples, n estimators, max depth,

min samples split, min samples leaf, max features and class weight.

• bootstrap: If bootstrap samples is used when building trees. If set to False,

the whole dataset is used when building the forest.

• max samples: If bootstrap is set to True, it defines the number of samples

taken from X for training each base estimator.

• n estimators: The number of trees in the forest.

• max depth: The maximum depth of a tree.

• min samples split: The minimum number of samples required to split a

node.

• min samples leaf: The minimum number of samples required to be a leaf

node. For a split to be considered at a given depth, it must contain at least this

minimum number of samples.
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• max features: Controls the number of features considered when looking for

the best split in each tree, which can reduce overfitting and improve generaliza-

tion.

Parameter Value

bootstrap True, False

max samples 0.5, 0.75, 1.0

n estimators 300, 500, 800, 1000

max depth 5, 10, 20, 30, None

min samples split 2, 5, 10, 20

min samples leaf 1, 2, 4, 8

max features sqrt, 0.5, None

class weight None, ”balanced”

Table 6 Hyperparameters and corresponding values tested for Random Forest.

max samples were only used when bootstrap was set to True.

3.9.3 Hyperparameter Tuning - CatBoost

For CatBoost, the hyperparameters selected for tuning were iterations, depth,

learning rate, l2 leaf reg, auto class weights. These were chosen

since they affect the model complexity, learning process, regularization, and handling of

class imbalance. The parameter auto class weights corresponds to class weight

in the other models and was included based on the same logic, namely to account for

the imbalanced class distribution.

• iterations: Number of boosting trees (iterations) that will be built.

• depth: Maximum of depth for each decision tree.

• learning rate: Controls how much each new tree contributes to the model.

A lower learning rate results in slower but often more stable learning.

• l2 leaf reg: L2 regularization applied to the leaf values, helping to control

overfitting.
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Parameter Value

iterations 200, 400, 600, 800

depth 4, 6, 8, 10

learning rate 0.01, 0.03, 0.05, 0.1

l2 leaf reg 1, 3, 5, 7, 10

Table 7 Hyperparameters and corresponding values tested for CatBoost.

3.9.4 Hyperparameter Tuning - LightGBM

For LightGBM, the hyperparameters selected for tuning were chosen to control the num-

ber of trees, learning rate, tree complexity, sampling, regularization, and class imbalance

handling. Compared to the other models, a broader search space was used since Light-

GBM provides several parameters for controlling tree growth and reducing overfitting.

• n estimators: Number of boosting rounds/trees used by the model.

• learning rate: How much each new tree contributes to the model.

• num leaves: Maximum number of leaves in each tree.

• max depth: Maximum depth of each tree.

• min child samples: Minimum number of samples required in a leaf.

• subsample: The fraction of training samples used for each boosting iteration.

• subsample freq: How often subsampling is applied during training.

• colsample bytree: The fraction of features used when building each tree,

increasing variation between trees.

• reg alpha: Applies L1 regularization, reducing model complexity and help

prevent overfitting.

• reg lambda: Applies L2 regularization, penalizing overly complex models.
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Parameter Value

n estimators 200, 400, 600, 800

learning rate 0.01, 0.03, 0.05, 0.1

num leaves 15, 31, 63

max depth -1, 4, 6, 8

min child samples split 10, 20, 40, 60

subsample 0.7, 0.8, 1.0

subsample freq 1

colsample bytree 0.7, 0.8, 1.0

reg alpha 0.0, 0.1, 1.0

reg lambda 0.0, 0.1, 1.0, 5.0

class weight None, balanced

Table 8 Hyperparameters and corresponding values tested for LightGBM.

3.10 Extra Experiment - TabPFN

TabPFN differs from traditional ML models in that it is already pre-trained on massive

synthetic tabular datasets, with its architecture specifically optimized for classification

tasks. This means that it does not require additional training since it is designed to

perform directly on unseen data using its pre-fitted transformer. However, to ensure a

fair and consistent comparison with the traditional ML models in this thesis, TabPFN

was trained on the same preprocessed ECLASS family dataset. It was applied without

hyperparameter tuning, relying on its default parameters, and evaluated using the same

5-fold stratified-split strategy to maintain a consistency across all tested models.

33



4 Results and Analysis

4 Results and Analysis

In this chapter, the results and analysis of all models used in this thesis are presented and

visualized. The models will mainly be compared with the baseline model, but will also

be compared with each other to present the best performing one. The optimal hyperpa-

rameters identified using GridSearchCV and RandomizedSearchCV will be added. For

each scenario, the normalized confusion matrix with the macro F1 closest to the mean

macro F1 was selected. This was to show the most representative behavior of the model,

rather than a good or poor split.

4.1 Logistic Regression

The main role of the Logistic Regression model was to be used as a baseline for com-

parison of the other ML models for the multiclass problem.

4.1.1 Performance table

Scenario Accuracy Macro F1 Balanced Acc.

Original 0.96 ± 0.007 0.40 ± 0.033 0.42 ± 0.040

Undersampled 0.47 ± 0.056 0.30 ± 0.033 0.50 ± 0.090

Table 9 Performance table of Logistic Regression. Mean ± standard deviation over 5

runs.
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4.1.2 Best Split: Normalized Confusion Matrices

(a) Normalized CM Original Split. (b) Normalized CM Undersampled Split.

Figure 6 Normalized Confusion Matrix of Logistic Regression.

What can be detected in Figures 6a and 6b is that the model is heavily influenced by

the imbalanced dataset. It easily confuses a majority of the smaller classes into the

bigger class (Differential); this is especially the case for the Original split. For the

undersampled split, the model performs reasonably well for some of the larger minority

classes, such as Assembly, but its performance decreases considerably for the smaller

classes.

4.1.3 Top 5 Key Features

In order to detect how the model behaves in terms of features and attributes, the top five

representative features of importance is illustrated in Figure 7.

Figure 7 Top 5 feature importance for Logistic Regression.
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The x-axis shows the mean feature importance with its variation, which in Logistic

Regression corresponds to the model’s coefficients averaged across classes. Features

with larger values indicate that these have a stronger effect on the model’s predicted

log-odds. As seen in Figure 7, there is a quite large variation between the features.

However, overall length and bore diameter appears to be predictors for the model to

distinguish the cylinder classes.

4.1.4 Best Hyperparameters

Parameter Value

solver liblinear

penalty l2

C 1.0

Table 10 Optimal hyperparameters selected for Logistic Regression from Grid-

SearchCV

4.2 Random Forest

In this section, the results of Random Forest are presented and compared with the Base-

line model.

4.2.1 Performance Table

In this section, the optimal results after hypertuning are presented in Table 11.

Scenario Accuracy Macro F1 Balanced Acc.

Original 0.97 ± 0.005 0.49 ± 0.077 0.48 ± 0.096

Undersampled 0.64 ± 0.128 0.36 ± 0.060 0.53 ± 0.090

Table 11 Performance table of Random Forest. Mean ± standard deviation over 5 runs.

When looking at both Macro F1 and Balanced Accuracy, the Random Forest model does

outperform the baseline model of Logistic Regression.
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4.2.2 Best Split: Normalized Confusion Matrices

The best split of the confusion matrices of Random Forest is presented in Figure 8.

These matrices are the most optimal in relation to the mean Macro F1 score.

(a) Normalized CM Original Split. (b) Normalized CM Undersampled Split.

Figure 8 Normalized Confusion Matrix of Random Forest.

What can be seen in these matrices is that the minority classes are easily confused with

the majority class Differential. This is especially the case for the original split, where

the DoubleRod class is always confused with the Differential class. In comparison with

the baseline model, Random Forest is outperforming in the original split and can also

be seen as a somewhat improvement in the Macro F1-score in the undersampled split.

4.2.3 Top 5 Key Features

Figure 9 Top 5 feature importance for Random Forest.
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In Figure 9 the top five stable features of the Random Forest model are visualized.

The x-axis shows the mean feature importance as a normalized importance score. The

features with larger mean importance values had a strong influence on the model’s pre-

dictions, and vice versa with the lower values. What can be seen is that both Overall

and Stroke length are highly important, followed by net and gross weight as well as

Maximum Working Pressure. However, an important note is that the feature importance

values is quite low - the highest value being around 0.08 (Overall length). This can be

explained by the distributions of the features in a Random Forest is often distributed

across several predictors that are based on many decision trees, rather than being fo-

cused in one feature. It is also an indication that no single feature dominated the model,

but that Random Forest instead relied on several features.

4.2.4 Best Hyperparameters

The most optimal hyperparameters was selected from the conditional parameter grid

using RandomizedSearchCV. In Table 12, the selected hyperparameters are shown for

the original scenario.

Parameter Value

bootstrap False

n estimators 500

max depth 10

min samples split 2

min samples leaf 1

Table 12 Original Scenario: Optimal hyperparameters selected for RF from Random-

izedSearch

4.3 CatBoost

In this section, the results and analysis of the CatBoost model are presented.

4.3.1 Performance Table

In Table 13, the performance across the scenarios of the CatBoost model are presented.

As presented in Table 13, CatBoost achieved the best overall performance among the
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Scenario Accuracy Macro F1 Balanced Acc.

Original 0.96 ± 0.009 0.61 ± 0.083 0.59 ± 0.071

Undersampled 0.87 ± 0.061 0.44 ± 0.058 0.54 ± 0.077

Table 13 Performance table of CatBoost. Mean ± standard deviation over 5 runs.

tested models when comparing Macro F1. For the original dataset, the model reached a

Macro F1 score of 0.61±0.083, compared to 0.44±0.058 for the undersampled dataset.

The results show that the original dataset performed better than the undersampled ver-

sion, especially for Macro F1 and Weighted F1. Balanced Accuracy was similar for

both scenarios, suggesting that undersampling did not improve the model’s ability to

handle the class imbalance. Since the original CatBoost model had the highest Macro

F1, it was selected as the best-performing model.

4.3.2 Best Split: Normalized Confusion Matrices

(a) Normalized CM Original Split. (b) Normalized CM Undersampled Split.

Figure 10 Normalized Confusion Matrix of CatBoost.

Figure 10 compares the best normalized confusion matrices for CatBoost on the origi-

nal and undersampled scenarios. The original scenario performs better overall, with a

higher Macro F1 score and clearer correct classifications for several classes. However,

the model still struggles with some smaller or more similar classes, such as Clamping

and LinearAxis.

The undersampled split gives a lower Macro F1 score and more misclassifications be-

tween classes. This indicates that undersampling did not improve the CatBoost model
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in this case, and that the original dataset was more suitable for training.

4.3.3 Top 5 Key Features

Figure 11 Top 5 feature importance for CatBoost.

Figure 11 shows the five most important features for the CatBoost model, based on the

mean feature importance across the splits. Single / Double Acting has the highest mean

importance, followed by Maximum Working Pressure and gross weight, which indicates

that these variables had the largest influence on the model predictions.

The error bars show that the importance varies between the different splits, meaning

that the exact ranking is not completely fixed. However, since these features still appear

as the most important overall, they can be seen as relatively stable and useful for the

CatBoost model.

4.3.4 Best Hyperparameters

Table 14 shows the best hyperparameter values found for the CatBoost model. The

best mean CV score was 0.47, with a standard deviation of 0.061, which indicates the

model’s average performance and how much the result varied between the validation

folds.
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Parameter Value

iterations 200

depth 6

learning rate 0.1

l2 leaf reg 1

Table 14 Optimal hyperparameters selected for CatBoost from RandomizedSearch.

4.4 LightGBM

In this section, the results and analysis of the LightGBM model are presented.

4.4.1 Performance Table

In Table 15, the performance across the scenarios of the LightGBM model is presented.

Scenario Accuracy Macro F1 Balanced Acc.

Original 0.97 ± 0.007 0.53 ± 0.075 0.51 ± 0.065

Undersampled 0.63 ± 0.086 0.33 ± 0.008 0.58 ± 0.081

Table 15 Performance table of LightGBM. Mean ± standard deviation over 5 runs.

As presented in Table 15, LightGBM performed better on the original dataset than on the

undersampled dataset. For the original scenario, the model reached a Macro F1 score

of 0.53 ± 0.075, compared to 0.33 ± 0.008 for the undersampled dataset. However,

the results differ in this case for Balanced Accuracy where the undersampling scenario

performed better than the original scenario.
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4.4.2 Best Split: Normalized Confusion Matrices

(a) Normalized CM Original Split. (b) Normalized CM Undersampled Split.

Figure 12 Normalized Confusion Matrix of LightGBM.

Figure 12 shows the most representative normalized confusion matrices for LightGBM,

selected as the split with a Macro F1 score closest to the average Macro F1 across the

five splits. For the original dataset, the model performs well for some classes, such

as Differential, DoubleRod, and Telescope, but struggles with classes such as Clamping

and LinearAxis, which are often predicted as Differential. For the undersampled dataset,

the Macro F1 score is lower and more misclassifications can be seen, which supports

the overall result that undersampling did not improve the LightGBM model.

4.4.3 Top 5 Key Features

Figure 13 Top 5 feature importance for LightGBM.
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Figure 13 shows the five most important features for the LightGBM model, based on

the mean feature importance across the five splits. Net weight has the highest mean

importance, followed by Maximum Working Pressure.

The error bars show that the importance varies between the splits, especially for net

weight. This means that the exact importance of each feature depends somewhat on the

data split, but these variables were still the most important overall for the LightGBM

model.

4.4.4 Best Hyperparameters

Table 16 shows the best hyperparameter values found for the LightGBM model. The

best mean CV score was 0.37, with a standard deviation of 0.050.

Parameter Value

n estimators 200

num leaves 15

learning rate 0.03

max depth -1

min child samples 10

Table 16 Optimal hyperparameters selected for LightGBM from RandomizedSearch.

4.5 Overall Performance

In Table 17, and visualized in Figure 14, the overall performance of the macro F1-score

of all models is shown, including the variation of each model. Each model performs

higher in the Original case than in the Undersampled. In all original cases, all three of

the tree-based and gradient boosting methods outperforms the baseline model of Logis-

tic Regression. As well as, illustrated, CatBoost having an overall higher difference in

score in the Original case than in the Undersampled case.
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Figure 14 Overall Macro F1-score for each scenario.

Model Scenario Accuracy Macro F1 Balanced.Acc

LogReg Original 0.96 ± 0.007 0.40 ± 0.033 0.42 ± 0.040

LogReg Undersampled 0.47 ± 0.056 0.30 ± 0.033 0.50 ± 0.090

RF Original 0.97 ± 0.005 0.49 ± 0.077 0.48 ± 0.096

RF Undersampled 0.64 ± 0.128 0.36 ± 0.060 0.53 ± 0.090

CatBoost Original 0.96 ± 0.009 0.61 ± 0.083 0.59 ± 0.071

CatBoost Undersampled 0.87 ± 0.061 0.44 ± 0.058 0.54 ± 0.077

LightGBM Original 0.97 ± 0.007 0.53 ± 0.075 0.51 ± 0.065

LightGBM Undersampled 0.63 ± 0.086 0.33 ± 0.008 0.58 ± 0.081

Table 17 Performance table across all tested models and scenarios - TabPFN excluded.

4.6 Pre-Trained Model - TabPFN

As an additional experiment and benchmark, a tabular pre-trained model, TabPFN was

tested on the same splits as the other models. The purpose was to compare its perfor-

mance with the main models, not to perform a full hyperparameter tuning in the same

way as the previous models. This is not necessary in a pre-trained model, since it already

contains a learned structure from its general representations from massive datasets - as

described in Section 2. Meaning the model is already quite adapted to the specific task.

Therefore, the results are presented per split in Table 18, together with representative

normalized confusion matrices in Figure 16.
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Scenario Accuracy Macro F1 Balanced Acc.

Original 0.98 ± 0.003 0.64 ± 0.037 0.62 ± 0.039

Undersampled 0.97 ± 0.007 0.60 ± 0.096 0.61 ± 0.097

Table 18 Performance table of TabPFN. Mean ± standard deviation over 5 runs.

Table 18 presents the performance of TabPFN across the five splits. The table is included

to show how stable the model performance was between different train-test splits. Since

TabPFN was tested as an additional experiment, these results are mainly used as a ref-

erence rather than for final model selection.

Figure 15 Performance comparison of CatBoost vs TabPFN.

An interesting note in Table 18 (as well as seen in Figure 15) is that the model performs

quite similar to the best performing ”traditional” model of CatBoost in terms of its

mean Macro F1-score. When considering all additional splits, it outperforms both the

baseline model of Logistic Regression as well as the other methods in Random Forest

and LightGBM.
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(a) Normalized CM Original Split. (b) Normalized CM Undersampled Split.

Figure 16 Normalized Confusion Matrix of TabPFN.

Figure 16 shows the normalized confusion matrices for TabPFN on the original and

undersampled datasets. The matrices show that the model classifies some classes well,

but also struggles with several smaller classes. For example, some observations from

classes Linear Axis, Assembly, and Plunger are often predicted as class Differential.

The results in Figure 16 indicate that TabPFN can capture some class patterns, but the

performance is not consistent across all classes. The undersampled version shows a

similar pattern to the original dataset, with some improvement for class Assembly but

still several clear misclassifications. Since this was an extra experiment, the results are

mainly used as a comparison to the other tested models.
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5 Discussion

The main objective of this thesis is to investigate the possibility for ML to classify ar-

ticles into their related product families according to Epiroc’s ECLASS classification

system and explore the use of data-driven approaches to build and define data quality

rules. The end goal is to pave the way for a more automated process in classification of

products and their families. Four models were chosen based on previous research that

had showed relevant performance similar to the subject and problem description. The

models Logistic Regression, Random Forest, CatBoost, LightGBM were developed and

evaluated - where Logistic Regression acted as a simple baseline model. An additional

pre-trained model, TabPFN, was added during the course of the project due to a devel-

oped interest from the company, as well as it being a new innovative method for this

type of tabular classification problem.

5.1 Key Findings

CatBoost achieved the best overall performance across the selected evaluation metrics

and was selected as the final model. It showed stronger performance in Macro F1-

score compared to both the remaining models and the baseline model. The pre-trained

model (TabPFN) achieved performance comparable to CatBoost in terms of the metric

Macro F1-score. This demonstrates the potential of both conventional machine learning

models and modern pre-trained models for attribute-based article classification. The

result of the pre-trained model also suggests that this type of transfer learning could be

a direction for further future development.

Between the two scenarios that were compared (Original dataset vs Undersampled

dataset), the findings were that undersampling removed useful information for each

model and was likely the cause of reduced performance. As well as that the overall

accuracy could be interpreted as acceptable, the evaluation metric of Macro F1 showed

that the performance varied between classes. Meaning that rare classes were harder to

classify due to the limited training examples in both scenarios.

As an addition to the evaluation metrics, confusion matrices for all models showed

that certain classes were frequently confused. Especially for the cases of the smaller

minority classes where Linear Axis and Plunger often were confused as a Differential

cylinder. However, this confusion should not only be interpreted as a result of class

imbalance. In the case of Linear Axis, the product family may also share several tech-

nical and dimensional similarities with Differential Cylinders, making it more difficult

for the models to distinguish between them based only on the available attribute data.
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This indicates that additional as well as more precise or product specific attributes may

be needed to better separate product families that are similar in structure or function.

The feature importance results also showed that the available attributes were helpful for

separating the classes to some extent. Features that repeatedly appeared in the top rank-

ings in Section 4 can therefore be interpreted as likely important predictors, rather than

only model-specific patterns. One recurring trend was that dimensional and technical

properties appeared important for distinguishing between product families.

The outlier analysis highlighted the complexity of handling unusual values in industrial

product data. Some outliers may represent incorrect entries, while others may corre-

spond to valid but uncommon product values. Therefore, applying the IQR method

within each ECLASS class was considered more appropriate than using global thresh-

olds, since expected attribute ranges can differ between classes, in this case types of

cylinders. However, aggressive outlier removal could risk reducing the already limited

amount of data for minority classes. From a practical perspective, unusual values may

therefore be more useful as warnings in a decision support context than as values to

automatically remove.

5.2 Relation to Previous Research and Research Gap

In contrast to previous research, where ML has been shown to achieve high accuracy in

automatic product classification, this thesis focuses on a more specific industrial setting

by classifying product families in Epiroc’s ECLASS classification system using struc-

tured product attribute data. This addresses a research gap concerning whether ML can

identify product families based on attribute-based similarities in real-world industrial

master data, where missing values, inconsistent attribute information, and class imbal-

ance are common challenges. While previous studies show the general potential of ML

for classification tasks, this thesis contributes by evaluating how well different models

perform when the available information consists mainly of technical and dimensional

attributes rather than for example textual product descriptions or image-based data.

Although the results showed high accuracy, this thesis evaluated the performance across

the Macro F1-score in the similar way that other studies had previously done. Unlike the

results achieved in previous research, this thesis metric score showed that performance

varied between models ability to distinguish the different classes. This could be due to

the limited dataset and class imbalance. However, the results of important features that

were relevant for the specific models showed that the trend and/or indicators for each

models lies within the numerical features. More specifically the dimensions attributes.

In previous research, decision-tree models outperformed models such as Logistic Re-

gression which is similar to this projects result being that the gradient boosting model
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CatBoost achieved the highest performance. However, this thesis differs somewhat from

previous research where a pre-trained model was used as an additional comparison for a

tree-based method like CatBoost. The results were that the pre-trained model performed

similarly to CatBoost. This contrasts the expectation of gradient boosting models are

highly suitable to these types of problem as well as type of data. Rather than saying

that the pre-trained model achieved the best performance, it is more of a suggestion that

pre-trained models may be viewed as a promising complement to this type of structured

product-attribute classification task.

5.3 Theoretical & Practical Implications

The results in this thesis indicates that ML can be used as a decision-support tool in

product-data as well as attribute-based classifications, especially within hierarchical

classifications systems such as ECLASS in the organization of Epiroc. Overall, the

model shows potential for partial automation of product classification and support in

data-quality control. A theoretical implication of this thesis is the use of a modern ML-

method such as a pre-trained model. The inclusion of this type of model contributes to

the discussion on transfer learning approaches and how they effectively can be applied

to structured tabular product data. However, the results show that the pre-trained model

does not automatically outperform a more traditional ML-model, and suggests that the

established gradient boosting models are still highly relevant for structured and small

imbalanced datasets. The findings of the pre-trained model can be seen as a complement

and serve as an additional comparison point in future industrial product classification

problems.

5.4 Limitations

The findings should be interpreted with caution since this study is subject to several

limitations. One of them being that the dataset was small and imbalanced, which made

it difficult for the models to learn minority classes reliably. As well as there being a

high amount of missing data which reduced the data quality. This likely affected model

performance and its reliability. A limitation regarding missing values is the choice of

missing indicators. These indicators may have introduced noise, causing the models to

learn patterns related to missingness rather than actual attributes.

Macro-F1 was selected as the primary evaluation metric due to previous research as well

as being widely recommended for unbalanced multiclass classification tasks. It pro-

vides a more reliable picture of the model performance when the dataset is imbalanced.
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Although macro-F1 is well supported in this case, the resulting scores of the best per-

forming models (CatBoost: 0.63, TabPFN: 0.64) indicate that the models’ performance

remains quite modest and suggests that there is substantial room for improvement.

The reliability of the IQR-based outlier thresholds was limited for minority classes with

few articles, where quartiles may become unstable. For some outlier relations, quartiles

could not be calculated in certain minority classes due to the limited number of articles

with available values for the attributes included in the relations. This indicates that

the outlier analysis was not equally reliable across all classes and should therefore be

interpreted with caution for classes with limited data.
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6 Conclusions

This thesis explored the possibility of the use of ML in classifying articles based on

attribute-similarities within the hierarchical classification system ECLASS. The aim

was to investigate ML approaches to support classifying articles and control of the qual-

ity of product data. The method was based on the exploration of ML learning attribute

patterns within the existing ECLASS family of hydraulic cylinders. The following re-

search questions were answered:

Can machine learning models learn attribute-based similarities between articles within

existing hierarchical classification systems such as ECLASS?

The results indicate that ML models can learn attribute-based similarities between ar-

ticles, and makes distinguishing predictions of where article belong. However, due to

the limited dataset, this result should be interpreted with caution due to the fact that

the small and imbalanced dataset made it difficult for the model to classify the smaller

classes.

Which of the selected machine learning models performs best in correctly classifying

articles into their respective product families?

After training, hyperparameter tuning, and tests, all models were compared to the base-

line model as well as each other to determine which model had the highest achieving

macro F1-score. The model that outperformed both the baseline model, as well as the

other traditional methods, was the CatBoost model, with a mean macro F1-score of

0.61. A score that shows that the model performs reliably on both the minority and

the majority classes. An additional pre-trained model was developed during the course

of the project. This was the TabPFN model, which achieved 0.64 in macro F1-score.

The result of the pre-trained model can be taken into consideration, however, due to the

fact that it did not outperform the CatBoost model it can be used as a complementary

comparison to the best performing model.

How can the best performing machine learning model support and improve the process

of classifying new articles into the correct product families?

This project shows the potential for automation with the comparison of different ML

methods. By developing the best performing models (CatBoost and perhaps TabPFN)

with more data of the minority classes, the models can support the classification of

products within the ECLASS system. This can be used as decision support-tool for a

user with ranges of important or specific attributes, as well as identifying any outliers

within the data entries. This entails using the model as support with confidence signals

and uncertainty flagging. For example, the model outputs a ranked list with confidence
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scores. A user (human) reviewer receives ”Family A: 72%, Family B: 28%”. As well as

where the model is unsure of the inputs of the attributes, the reviewer would be flagged

for further review of any ranges between the attributes. A prototype of this example is

shown in Appendix C. The use of data-driven support tools like ML can contribute to

the company’s competitive edge.

6.1 Future Work

The models in this project showed variations of performance due to the limited and

imbalanced dataset. For future work it would be to experiment with a more complete

dataset with higher quality. As well as evolving the data quality of this project, for

instance diving more deeply into more advanced imputations algorithm like KNN, in

order to get the most out of the available dataset. This means that labeling consistency

audits is needed for further improvement. Running the model over more historical data

as well as learning new article data could reveal past classifications that contradict the

learned patterns.

The recommendation that was made to Epiroc was that important attributes should be

further identified and prioritized, for example in required fields in future data entry and

data collection. As well as standardizing data entry and collection across systems could

improve the classification performance and consistency. These steps can open up the

model and their organization for further and deeper automation.
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B Additional Model Results

Appendices

A Use Of AI

During the thesis work, AI-based tools were used as support for language refinement,

grammar checking, and improving the clarity of written text. The authors remained

responsible for the content, analysis, interpretation of results, and final wording of the

thesis.

AI tools were not used to generate or modify the dataset, conduct the model train-

ing, produce final results, or make independent conclusions. All code, methodological

choices, results, and interpretations were reviewed and validated by the authors.

B Additional Model Results

This appendix presents the split-level performance results for each model and scenario.

The summarized mean and standard deviation values are presented in the main results

chapter.

Scenario Split Accuracy Macro F1 Weighted F1 Balanced Acc.

Original 1 0.962 0.407 0.954 0.394

Original 2 0.966 0.350 0.952 0.419

Original 3 0.948 0.436 0.949 0.486

Original 4 0.962 0.426 0.957 0.427

Original 5 0.969 0.403 0.960 0.381

Undersampled 1 0.466 0.276 0.610 0.462

Undersampled 2 0.559 0.319 0.695 0.544

Undersampled 3 0.408 0.343 0.550 0.615

Undersampled 4 0.505 0.276 0.638 0.498

Undersampled 5 0.457 0.268 0.604 0.372

Table 19 Detailed split-level performance results for Logistic Regression.
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Scenario Split Accuracy Macro F1 Weighted F1 Balanced Acc.

Original 1 0.972 0.607 0.966 0.608

Original 2 0.972 0.446 0.964 0.443

Original 3 0.976 0.517 0.967 0.561

Original 4 0.962 0.473 0.956 0.427

Original 5 0.969 0.403 0.960 0.381

Undersampled 1 0.734 0.411 0.824 0.547

Undersampled 2 0.772 0.409 0.848 0.553

Undersampled 3 0.664 0.383 0.779 0.593

Undersampled 4 0.578 0.358 0.706 0.580

Undersampled 5 0.453 0.265 0.599 0.371

Table 20 Detailed split-level performance results for Random Forest.

Scenario Split Accuracy Macro F1 Weighted F1 Balanced Acc.

Original 1 0.966 0.654 0.967 0.621

Original 2 0.976 0.684 0.974 0.680

Original 3 0.958 0.557 0.963 0.559

Original 4 0.952 0.657 0.963 0.638

Original 5 0.965 0.484 0.966 0.498

Undersampled 1 0.969 0.462 0.960 0.466

Undersampled 2 0.879 0.483 0.913 0.642

Undersampled 3 0.893 0.425 0.924 0.548

Undersampled 4 0.813 0.508 0.877 0.607

Undersampled 5 0.827 0.359 0.884 0.477

Table 21 Detailed split-level performance results for CatBoost.

Scenario Split Accuracy Macro F1 Weighted F1 Balanced Acc.

Original 1 0.972 0.564 0.964 0.537

Original 2 0.959 0.441 0.955 0.465

Original 3 0.979 0.618 0.975 0.571

Original 4 0.972 0.469 0.961 0.429

Original 5 0.972 0.575 0.973 0.570

Undersampled 1 0.528 0.341 0.664 0.491

Undersampled 2 0.724 0.350 0.819 0.499

Undersampled 3 0.550 0.339 0.681 0.646

Undersampled 4 0.685 0.326 0.778 0.596

Undersampled 5 0.664 0.340 0.769 0.665

Table 22 Detailed split-level performance results for LightGBM.
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Scenario Split Accuracy Macro F1 Weighted F1 Balanced Acc.

Original 1 0.976 0.608 0.972 0.585

Original 2 0.979 0.651 0.972 0.657

Original 3 0.983 0.666 0.979 0.643

Original 4 0.983 0.689 0.978 0.643

Original 5 0.979 0.604 0.976 0.571

Undersampled 1 0.969 0.598 0.966 0.584

Undersampled 2 0.972 0.613 0.968 0.656

Undersampled 3 0.976 0.670 0.974 0.703

Undersampled 4 0.979 0.675 0.976 0.642

Undersampled 5 0.962 0.439 0.961 0.451

Table 23 Detailed split-level performance results for TabPFN.

C Example of Decision Support Tool

This appendix presents screenshots from a Streamlit-based prototype developed to il-

lustrate how a trained classification model could be used in a decision support tool. The

prototype was not evaluated as part of the thesis and should therefore be interpreted as

an illustrative example rather than a validated system.

Input Interface

Figure 17 Input interface where article attributes can be entered.
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Data Quality Checks

Figure 18 Prediction output showing attribute values are missing

Figure 19 Prediction output showing that outliers are detected

Successful Classification Prediction

Figure 20 Prediction output showing a successful prediction.
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